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This paper extends our previous work on simulation-based Intelligent Learning Envi-
ronments and SmartTools to computer-based Teachable Agents. Teachable Agents
have been inspired by our work in classrooms where students have found it very moti-
vating to teach and help others in problem solving tasks. These interactions also helped
students to appreciate feedback and the need for reasoning in their learning processes.
Our Teachable Agents do not incorporate machine learning techniques, rather, they are
computer-based social agents that require explicit instruction to perform well in a given
task environment. We describe the design and implementation of Teachable Agentsin
the domain of solving complex trip planning problems, and justify the design by pre-
liminary experimental studies that demonstrate the effectiveness of this approach.

1. Introduction

For a number of years, our research group has been working on developing Intelligent
Learning Environments that support anchored instruction, and constructive and reflective
learning [1, 2]. This led to the development of a simulation-based learning environment, Ad-
venturePlayer [3] that was used in conjunction with the videodisc based Adventures of Jasper
Woodbury Series [1] for teaching trip planning problems. The Jasper adventures teach com-
plex problem solving skills in the mathematics and science domains. The AdventurePlayer
environment enabled students to simulate partial and complete solutions to trip planning
problems and receive feedback. We created the notion of SmartTools [4], which allowed stu-
dents to construct reusable computer-based tools, like distance-rate-time graphs. These tools
taught students how to generalize and apply their knowledge efficiently across multiple prob-
lem solving episodes.
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A second version of the AdventurePlayer system included coaching agents. These took on
the role of personalities in the adventure (actors) and helped students to find relevant infor-
mation and data by responding to known keywords in text questions [5]. Like traditional
coaches [6] they also provided help when students generated suboptimal solutions. Experi-
mental studies showed that AdventurePlayer helped middie-school students develop problem
solving skills and generate the optimal solution to a complex trip-planning problem [3].

In working to further motivate students we turned to the notion of learning by teaching.
Our classroom experiences showed that students preparing presentations and tutorials for out-
side audiences were more motivated in learning subject material than students preparing for a
test [7, 8]. In a study that interviewed sixth graders about the highlights of their year as fifth
graders, doing projects that helped the community and tutoring younger students received the
highest praise from the students [1]. Students preparing to teach also made statements about
how the responsibility to teach forced them to gain deeper understanding of materials. Others
focused on the importance of clear conceptual organization. Still others talked about how the
feedback they received while teaching prompted deeper reflection and better understanding of
subject material [9].

Research on mentoring has shown that tutors learn as much as or more than tutees [10],
and that lessons in which students tutor each other are beneficial [11], especially if they are
well scaffolded (e.g., reciproca teaching [12, 13]). A recent study by Chi, Siler, and Jeong
[14] aso provides strong supporting evidence that one on one tutoring helps both student and
tutor, because the interaction results in a greater amount of scaffolding, and motivates the
learner to take control of their own learning.

In this paper, we introduce Teachable Agents into our Intelligent Learning Environments
to enhance student motivation and learning. Our teachable agents are not cognitive agents
[15, 16] and employ no machine learning algorithms to actively acquire and generalize the
knowledge taught by the student. They are social agents, who need explicit and complete in-
struction in order to do well in a given task. Once taught, the agent will solve problems and
display its results to the student. This motivates students to reflect on what they have taught.
In the process, students may consult additional resources to improve their own understanding
of the material. After students have succeeded in teaching the agent, they can move to prob-
lems at the next level of difficulty and repeat the teaching and learning process. In the rest of
this paper, we discuss the simulation environment, the SmartTool modules, and the teachable
agent system as well as their combined benefits in promoting learning and assessment.

2. Intelligent L earning Environments

The Intelligent Learning Environment, AdventurePlayer helps students to develop plan
representations and solve multi-step distance-rate-time problems. Students use the simulation
environment to execute their plans, and reflect on the feedback to generate better, and eventu-
ally optimal solutions. A typical adventure, which we term a macrocontext [1], can easily
overwhelm students, so we scaffold the problem complexity by letting students construct and
use a variety of SmartTools, each suitable to solve specific subproblems. We have devel oped
a variety of SmartTools, such as graphs that assist student’s distance-rate-time and fuel-
consumption calculations, planner tools for creating and representing plans as a sequence of
interdependent actions, and timeline tools for sequencing actions in time. Paper and pencil
versions of SmartTools, and the motivation involved in creating, testing, and using them are
discussed in Bransford, Zech, and Schwartz [17].

The overall computational architecture of the system is modular and each package has its
own interface. Therefore, they can be separated into different applets, or integrated into one
single learning environment. The environment is implemented using Java Internet Foundation
Classes (Netscape) making it accessible remotely via the web.



2.1. The Simulation Tool

This module provides a quantitative, time-based simulation environment where students
formulate a solution to a given problem and get feedback on how well a solution works. The
simulation isaredistic, game-like visualization and animation of a mathematical problem.
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Figure 1: Simulation Environment (left), Inspector, Planner and Timeline (right, top to bottom)

Figure 1 illustrates the simulation-interface where the student can generate and test partial
and final solutions to trip-planning problems. Figure 4 (top, left and right) shows the mini-
assessment environment that allows the student to experiment, create, and test distance-rate-
time SmartTools. The simulation displays agent-objects that model Locations, Items, Vehi-
cles, and Persons. Vehicles animate movements and Persons can act as drivers and pilots.
They also may interact socially with the student and provide coaching hints.

Double clicking on locations marked by circles on the map in Figure 1, reveals content in-
formation in the inspector-panel (Figure 1, top-right). For example, double clicking on Nash-
ville reveals that there are two airplanes at this location: one that can fly at 250 mph, and a
second that can fly at 300mph. A click on the image of an actor (e.g., airplanes and persons)
will display its description in the inspector panel. For example, clicking on an airplane icon
will display its fuel-consumption, payload, speed, and weight. Additional information about
actors and the domain in general can be provided through external multimedia hyper-links
that are resolved through the web browser. Students use this information to derive solutions
to package delivery problems, starting with the aircraft available at the initial city. Since the
airplanes have different speeds, and the availability of aircraft vary from one city to another,
students have to make decisions on the most effective route to fly and which aircraft to use
for delivery.

Students enter their solution as plan into a planner (see Figure 2, right). In its simplest
form, aplan isalinear sequence of steps, where the next action immediately follows the com-
pletion of the previous action. Plan steps are expressed in simple language: “ at time do action
with actor using resource for duration”, e.g., “fly the 250 mph plane to Atlanta with a pay-
load of 2000 Ib for 2 hours’. Each action is parsed at execution time and trandated into mes-
sages that are sent to actor-agents that drive the simulation. At this point, the actors verify that



that preconditions are met, and if they are violated generate simulation-errors, such as*“ Plane
does not have a pilot” or “ Plane out of fuel” at the appropriate time. We believe that provid-
ing errors at the time at which they occur in the smulation provides students with more in-
formed feedback that they can use to reason about their errors, and easily correct their prob-
lems. Parse and syntax-errors (e.g. reference to a non-existent actor) are detected and reported
at plan-creation time, but they do not tend to occur often with our drag and drop interface. A
simulation run animates the aircraft's flight, and when necessary displays diagnostic feedback.
A plan starts at time zero and runs in discrete time-steps until it either finishes successfully,
or terminates with an error.
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Figure 2: Timeline and Planner Tools

To completely specify the trip-planning solution, the student has to enter a start-time and
duration for each plan-step in the timeline-tool (see Figure 2, left). The simulation initiates
each step at the scheduled start-time. The duration that has been supplied by the student is
compared to the actual duration computed by the simulation tool. A mismatch causes the
simulation environment to generate error messages like “ Specified time too long” or “ Speci-
fied time too short” . When simultaneous actions are allowed, the system may generate a more
sophisticated error, such as “ The precondition action for the current action has not been
completed.” For problems in which time is not important, start-time and/or duration may be
omitted and plan-steps execute in sequence one after the other.

2.2. Smart Tools

Smart Tools provide the basis for students to generalize the knowledge they gain from one
or two problem solving episodes to classes of recurring problems. Students are motivated to
generate a set of working tools that can be applied across multiple problem-solving episodes
in the learning environment, enabling them to work “smart.” The basic idea for Smart Tool
implementations comes from cognitive tools [18] that provide well-designed representational
structures and interfaces to help students develop problem solving concepts, which they
would find difficult to understand and apply by themselves. When the student chooses to use
a specific tool, the system instantiates a blank tool. Different representationa tools for the
same task allow students to study the effectiveness of distinct representations (e.g., the table
vs. the graph representation in rate problems).

A SmartTool consists of a graphica user-interface, a controller, and an optional artificial-
intelligence component, called the ToolExpert. The controller is responsible for the load,
save, and display operations. Implemented within the object-oriented framework, this allows
for easy reusability of tools across multiple problem solving episodes, and even across multi-
ple macrocontexts. The artificia intelligence component embedded in the tool makes it an
agent. When used in a simulation environment with other tools, the agent has the capability to
analyze its own state and evaluate its correctness. For example, the ToolExpert can detect a
mismatch in time-units between its distance-rate-time graph and the simulation environment.



Using the coach, the Tool Expert provides appropriate feedback to students when they ask for
help, or when it appears that they are hopelessly stuck and unable to proceed further. The idea
is not to intervene every time an error occurs (this would make the student depend on the tool
to correct his or her errors), but to avoid frustrations when students get stuck, and to help
them improve their performance when they ask for help [6].

The GraphTool is a complete implementation of atwo-dimensional linear graph represen-
tation (see Figure 3, left-bottom). The student can specify axis labels and units for each quan-
tity, and the range for each axis. After that, lines and points are added to the graph, to create
the student’ s own representation of the concept. Some specia functions, such as translate and
rotate line are provided to permit operations that can be done with a ruler on graph paper.
Students can create their graphs by simulating and collecting data points in a mini-assessment
environment (see Figure 4). They may also draw a graph and then verify its correctness by
running simulations in the mini-assessment environment. The GraphTool is implemented us-
ing aModel View Controller pattern. This allows the underlying data to be presented through
multiple interfaces, such as tables and graphs of various forms (e.g., linear graphs and radia
representations). In the future, we plan to introduce students to simple regression techniques
so that they may derive analytic relations from a set of data points or agraphical relation.

3. Learning with Teachable Agents

In previous work, we have created teachable agents in the domain of river pollution stud-
ies[9, 19]. An initia version of this system used an animated form of a high school student,
Billy Bashinall, who is working with a classmate on a project for monitoring the water quality
of alocal river. When the partner expresses concern about analysis of the data, Billy assumes
a nonchalant and indifferent approach to the project. At this point, Billy is transported to the
headquarters of the Dare Force, a group of cartoon characters whose mission is to ensure that
other students do not make the mistakes they made in school, and to help students to improve
their understanding of material taught in the classroom. A discussion with this group makes
Billy realize that he needs help. Students in the classroom view this scene on videotape. Then
they are asked to teach Billy so he can do better on the water quality monitoring project.

Though the agent’s interactions with the students were pre-scripted, our studies have
shown that this approach was highly motivating to fifth graders. The students performed de-
tailed research in order to teach Billy, and observed the effects of their teaching on his behav-
ior. Students made efforts to self-assess their knowledge, and showed improved performance
on the assessment. This led to the development of the computer based agent Betty (Betty’s
Brain in [9]). Students teach this agent by explicitly creating an executable domain knowl-
edge base as a concept map [20]. The agent uses the concept map to answer queries generated
by the students or a teacher, and the students use the correctness of the answers and an expla-
nation of how they were generated to reason about their own knowledge of the domain mate-
rial.

We extend the teachable agent architecture to the domain of distance-rate-time problems.
Students teach Billy to construct SmartTools that they can later use for solving problems in
scheduling flights. We adopt a learning strategy first developed as a software program called
Software Technology for Assessment and Reflection, in short STAR-Legacy [21]. Legacy isa
multimedia shell that helps teachers, instructional designers, and students manage complex
inquiry activities with the goal to provide a dynamic self-assessment environment for learning
and problem solving.

Students are presented with a challenge and asked to think of a solution. They start by
generating their own ideas, get useful problem solving tips from experts, and use this infor-
mation to research and improve their understanding of relevant concepts by accessing re-
sources provided by the system. Students can assess their understanding of the material, and



when they are satisfied with the solutions they generate they publish them for others to use
and evaluate. This often motivates them to research and study new materia in depth, which
improves their understanding and problem solving skills. Mini-assessment environments
(simple simulations) allow students to assess their own understanding. This prompts the stu-
dent to go back and perform more research. After going public, students move on to more dif-
ficult challenges.

Figure 3 illustrates our adapted implementation of the STAR.Legacy cycle. The cycleis
set up for students to help Billy Bashinall solve a sequence of increasingly complex problems
involving the delivery of packages between cities on the map in Figure 2. In general, the prob-
lems require Billy to choose among airplanes that travel at different speeds (100, 200 and 300
mph), and decide on aternate routes to perform the deliveries in a way that minimizes the
time for delivery (sometimes multiple hops using planes that travel at different speeds may be
better than a direct route). Once students have successfully taught Billy to solve these prob-
lems, they have completed alearning cycle and can move on to the next set of problems.

The learning cycle has four primary components: (i) Introduction of the problem, (ii)
Teach Billy, (iii) See Billy's Behavior, and (iv) Correct Billy's Behavior. The cycle covers
two important aspects of the teaching process:

(8) Preparing to teach — this involves going through the material, and understanding
and organizing it in amanner that can be taught to others, and
(b) Teaching process — this involves delivering the material and answering questions.
The dialogue that ensues forces the teacher to gain a deeper understanding of the
domain materials.
To situate the student at the start of the interaction process, a video clip shows Billy providing
background information about his class work and asking for the student’s help in solving the
package delivery problems. In the diaogue, Billy states. “ My class is involved in a project
that requires us to predict the time it will take to fly from one city to another. Our teacher has
suggested that we create SmartTools ...".

Problem 1

Introduction to
Problem(s) \
Move to Next
Problem
Correct
Billy's Behavior

Resources

Figure 3: The Learning/Instruction Cycle

As discussed, the Teachable Agent environment allows students to access resources at any
time to help develop and refine their understanding of concepts. The Resources button opens
an HTML-page to provide the student with example problems, demonstrations of solution
strategies, and other tutorial material that the teacher may have covered in class.

Once students have reviewed this material, they can click on the Teach Billy icon to open
up the teach environment. As shown in Figure 4, this environment contains a mini-simulation
(top-left), smulation control (top-right), a GraphTool (bottom-left) and the teaching interface
(bottom-right). The student teaches Billy by answering multiple-choice questions that pertain
to different parameters in creating a graph. The student’s response leads to an immediate
change in the displayed GraphTool, indicating that Billy is responding to the instruction. If



the student is not sure about a concept, he or she may run simulation experiments in the mini-
assessment environment, and modify the answer to questions.

When students are satisfied with their teaching they click on the ‘Done Teaching’ button.
In response, Billy (for an example see Figure 4, white text box at bottom-right) starts a dia-
logue with the student by asking a few questions that are related to the created graph. This
represents Billy making sure he has understood the material that the student has taught. At the
same time it forces the student to reflect on his or her choices. Some of Billy’s questions are
generic. Others are directly related to the student’s answers, and are intended to make stu-
dents reflect on and revise wrong choices that they may have made (They are not told that
their answer iswrong).
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Figure 4: The Teach Billy Interface

When students are satisfied with their instruction, they continue the cycle with See Billy's
Behavior. For this step, a new window appears with a list of questions (not shown). Billy’s
problem solving behavior is directly related to what he has been taught. The student can click
on a question, and Billy’s solution to the problem is displayed in atext-box under the list. We
have designed and implemented a rule-set that can evaluate the current GraphTool and gener-
ate relevant answers. The student can aso use the same graph that Billy used to run simula-
tions and check results. Along with the solutions Billy also summarizes the number of right
and wrong answers, and comments made by the teacher and other students about his solu-
tions. Student uses this information as feedback. They can reflect on what they have taught,
and attempt to make corrections and improvements if needed. This cycle continues until the
student has satisfactorily taught Billy. Then the student Moves to the Next Problem, i.e., the
next challenge.



4, Studies

Predecessors of the current version of our Teachable Agent system were tested in two pi-
lot studies to assess potentia benefits and implications for the design of teachable agents. The
first study was conducted on undergraduate students in Cognitive Science at Vanderbilt Uni-
versity to verify ease of use and identify weaknesses in the system. Students solved the Res-
cue at Boone's Meadow adventure [1]. The optimal solution required a plan, where an ultra-
light-airplane and truck operate concurrently to rescue a wounded eagle found in the woods.
After a brief tutorial, students worked in pairs, and had an hour to derive the problem solution
using AdventurePlayer. To our surprise, most of the students failed to derive the optimal solu-
tion. Only one of the six groups derived a plan where the vehicles moved concurrently. In a
previous, more extensive study with sixth-grade students in a Kentucky school [3], students
provided with more detailed instruction and practice, did derive the optima solution. This
was mainly because of the presence of a coach agent, which provided students who had a cor-
rect initial solution, with hints on achieving a better solution, and eventually an optimal solu-
tion.

An improved version of the system with better SmartTool interfaces was used in afollow-
up study on a group of middle-school students. The introduction of the mini-assessment envi-
ronment and the GraphTool, proved to be much more successful. Students worked in pairs to
solve a set of problems that dealt with the delivery of packages using airplanes (250 mph, 300
mph) from a source to a destination city in the quickest possible time. The focus was on using
the SmartTools to solve multiple problems efficiently. For this, students were shown how
they could use the mini-assessment-environment (Figure 4, top) to perform experiments, col-
lect data, and use that data to generate graphs. After this phase, students worked on their own
using the SmartTools they had created to solve the package delivery problems. We ran this
study on 6 groups, and al of them successfully derived the answers with little help from the
experimenters. The feedback on the system was very positive. It was heartening to see that
students wanted this system installed on computers in their classroom so they could use it for
their everyday assignments.

We played the role of human tutors, and this provided us with valuable information on the
design of computer-based teachable agents. We found a significant variation in the proce-
dures students used to create graphs. Some differences were switched axes, different mini-
mum and maximum values on the axes, varying verbosity in specifying axis-labels and auxil-
iary graph-content, like additional points. Another problem was rounding errors introduced by
drawing lines, which resulted in variation in the slopes of the graphs. We began to realize
that this would complicate the design of computer-based agents in assessing the correctness
and usefulness of the graphs that students created. To overcome these variabilities, and to
make it easier to design the software system, we adopted a multiple-choice format to smplify
the interaction between the computer agent, Billy and the student. Preliminary pilot studies
indicate that students have much less trouble in using the tools and understanding the inter-
faces, therefore, they can concentrate more on the teaching and learning processes.

5. Conclusions

This paper has presented the evolution of our work from simulation-based Intelligent
Learning Environments to Teachable Agents. Intelligent Learning Environments with a simu-
lation tool and coaching component, successfully assisted students in constructive and genera-
tive learning of complex mathematics problems. The introduction of SmartTools into this en-
vironment provided mechanisms for generalization and transfer of knowledge across multiple
problem solving episodes and different domains. Introducing Teachable Agents into these ex-
ploratory environments enhances our instructional paradigm to the concept of learning by



teaching. Our studies [9] provide supporting evidence that creating situations where students
think they are teaching others and helping them learn, increases their own motivation to learn
and gain deeper understanding of the subject material. In future work, we hope to conduct
detailed experimental studies on our system to demonstrate the beneficial learning character-
isticsin our student teachers.
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